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A DEFINITION OF 
POPULATION GENETICS

• Population genetics can 
be defined as the study of 
how genetic variation 
changes over time as a result 
of evolutionary forces (drift, 
selection, migration, admixture, 
assortative mating, and so on).

• In this lecture, I hope to show 
that nothing in GWAS makes 
sense except in the light of 
population genetics.

Sir Ronald Fisher, along with J.B.S. Haldane and 
Sewall Wright, founded population genetics.



LECTURE ROADMAP
• Mutation and genetic drift: A forward-time view

• Mutation, genetic drift, and recombination: A 
backward-time view

• Natural selection and its interaction with genetic drift

• The impact of natural selection on patterns observed 
in GWAS



MUTATION AS THE SOURCE 
OF GENETIC VARIATION

• Mutation is the origin of 
all genetic differences.

• Even if all individuals were 
genetically identical at some 
point in the distant past, 
many generations of 
mutation would inevitably 
introduce much variation.

A mutation is a rare event in 
which a gene changes its allelic type 
as it is transmitted from parent to 
offspring.
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matingThe probability that 
a mutation occurs at 
any given site is 
~1.25 × 10−8.  
Each newborn 
human thus carries 
about 75 new 
mutations.

It has been estimated 
that new mutations 
increase the h2 of a 
trait in a given 
generation by about 
0.001.



MUTATION AS THE SOURCE 
OF GENETIC VARIATION

• If a mutation occurs at a 
previously monomorphic site, 
the frequency of the derived 
(mutant) allele, p, is initially a 
minuscule 1/(2N), where N is the 
number of people.

• But in living populations, we 
observe polymorphic sites 
where the derived allele has a 
frequency of 0.10, 0.20, 0.30, …

• How is this possible?

A mutation is a rare event in 
which a gene changes its allelic type 
as it is transmitted from parent to 
offspring.



GENETIC DRIFT: RANDOM 
CHANGE IN ALLELE FREQUENCY
• Suppose that the carrier of 

a new mutation has two 
offspring.

• By sheer chance, both 
offspring might inherit the 
mutation.

• In this way, the derived allele 
has changed in frequency 
from 1/(2N) to 2/(2N).



GENETIC DRIFT: RANDOM 
CHANGE IN ALLELE FREQUENCY
• Chance could also have 

taken the frequency back to 
zero.

• This process—allele 
frequencies changing across 
generations as a result of 
random, undirected 
forces—is called genetic 
drift.



GENETIC DRIFT: RANDOM 
CHANGE IN ALLELE FREQUENCY

When a new mutation appears, its allele frequency will bounce 
around for a while as a result of genetic drift. The typical fate of 
a mutation is for its frequency to be “absorbed” back at zero.
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GENETIC DRIFT: RANDOM 
CHANGE IN ALLELE FREQUENCY

But occasionally genetic drift will take the allele frequency to 
values such as 0.10, 0.20, 0.30, … Sometimes genetic drift takes 
the allele frequency all the way to one! Such a replacement of 
the old allele by the new one is called fixation.
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GENETIC DRIFT: RANDOM 
CHANGE IN ALLELE FREQUENCY
• Genetic drift has played a large 

role in shaping current 
patterns of genetic variation.

• There are ~10 million SNPs 
where both alleles are 
common (p > 0.01). At many 
of these sites, the basic story is 
that a mutation in the past led 
to a frequency of 1/(2N), and 
genetic drift then took the 
frequency to its current value. 



interval = 45–69 kya). By contrast, the NIEHS data (6) resulted in
a maximum likelihood estimate of TB = 140 kya (95% confidence
interval = 40–270 kya). The inference based on the exon pilot
alone yields TB= 98 kya (95% confidence interval = 43–210 kya).
In general, the gain in precision was strongest for the parameters
involved in more ancient events. Inference based on uncorrected
low-coverage data yielded an unrealistic TB = 14 kya split.
Beyond their fundamental interest as descriptors of human

history, these parameters allow for a number of experimental
predictions; given a demographic model, we can predict, for ex-
ample, the number of synonymous variants to be discovered in
samples of larger size that are currently in the process of being
sequenced. We predicted the number of variants to be discovered
in each of the three population considered (CEU, CHB + JPT,
and YRI) as the sample size is increased using both the inferred
demographic model and the jackknife estimator of the number of
undiscovered variants presented inMethods(Fig. 5). Because the
jackknife does not rely on assumptions about demography and
selection, we also used it to predict the number of non-
synonymous sites to be discovered. The jackknife approach pre-
dicts that, as sample size is increased, the total number of
segregating sites in CEU and CHB + JPT panels should overtake
the number of segregating sites in the YRI population.

Discussion
Our results illustrate that the vast majority of human variable sites
are rare and that themajority of rare variants exhibit, at most, very
little sharing among continental populations. We also find re-
duced sharing for rare variants compared with common variants
amongmore closely related populations, such as CHB-JPT, CEU-
TSI, and CHB-CHD. This lack of sharing can be explained by
population divergence, and we expect that the fraction of newly
discovered variable sites that are population-specific will keep in-
creasing with sample size. This finding poses a formidable chal-
lenge for the reproduction of genome-wide association studies for
rare functional variants across diverse populations, because the
statistical difficulties caused by variant rarity within a population
combine with increased between-population divergence.

We also show how sequencing a large number of individuals at
low coverage is an efficient strategy not only for discovering the
maximum number of variable sites but also for estimating de-
mographic parameters, at least when error rates can be estimated.
Different statistical methods have been proposed that include
read depth information and models of sequencing errors to re-
duce biases in allele frequency estimation (11, 12). Because of the
availability of high-coverage data for a subset of the genome in the
populations studied here, we used direct comparison with high-
coverage data to estimate and correct biases caused by low cov-
erage. A significant advantage of the direct comparison approach
is simplicity and computational efficiency; it can use existing cu-
rated genotype calls rather than require a full analysis of an error
model at the individual read level. This advantage is particularly
useful for data generated by 1000G, because multiple sequencing
platforms and calling pipelines with different error modes have
been used jointly. In general, the two approaches are not mutually
exclusive, andwhen practical, a statistically corrected low-coverage
SFS could be further corrected by comparison with targeted high-
coverage data. Here, we used, as a reference, an exon capture
dataset with >50× coverage and validation rates of 96.8% overall
and 93.8% for singletons.We also restricted our analysis to a high-
quality subset of the data (by selecting individuals with good
coverage and HapMap concordance and selecting sites with suf-
ficient coverage). The false-negative rate in the exon capture data
was estimated to be below 5% for variants of at least 1% in fre-
quency and 26% for variants below 1% in frequency. To avoid
resulting biases in the frequency-dependent false-negative esti-
mates for the low-coverage data, we restricted the comparison
with sites where a high-coverage variant call had been made.
We found that the bulk of the discrepancy between high- and

low-coverage data could be described by a simple model that uses
only two parameters per population, and in which error rates
decay exponentially with MAF, frequencies of detected variant
sites are accurately determined, and errors occur independently
in each population. The latter assumption is perhaps the most
debatable: we expect at least some correlations in the coverage at
a given site for different populations. An error model taking into
account such correlations would, therefore, be desirable. How-

Fig. 3. The probability that two individuals carrying an allele of given minor
frequency come from different populations, normalized by the expected
frequency in a panmictic population, using the seven panels of the exome
capture dataset. Sharing decreases dramatically as frequency approaches
zero. The reduction in sharing at 50% frequency in some population pairs is
caused by low overall numbers in that bin, and a single site (rs6662929) that
exhibits inconsistent calls between different calling platforms and most
likely has an incorrect homozygous reference call in some populations. Sites
were binned by frequency: dots indicate the center of each bin, and solid
lines are to guide the eye. Note that singletons are not shown, because there
can be no sharing for such sites.
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Fig. 4. An illustration of the inferred demographic model, with line width
corresponding to population size and time flowing from left to right. The
width of the red arrows is proportional to the migration intensity. Model
details are provided in Table 2 and ref. 6.
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GENETIC DRIFT AS THE DRIVER 
OF POPULATION DIVERGENCE
• Drift is the evolutionary force 

that has made the largest 
contribution to continental 
differences in allele frequencies.

• E.g., allele-frequency differences 
between Europeans and East 
Asians exceeding 0.1 and even 
0.2 are quite common, and 
genetic drift is the primary 
driver of these differences.



GENETIC DRIFT AS THE DRIVER 
OF POPULATION DIVERGENCE
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GENETIC DRIFT AS THE DRIVER 
OF POPULATION DIVERGENCE

AL
LE

LE
 F

RE
Q

U
EN

CY

0.3

0.35

0.4

0.45

0.5

0.55

0.6

0.65

0.7

GENERATION

0 20 40 60 80 100

Ancestral population
Descendant population 1
Descendant population 2



GENETIC DRIFT AS THE DRIVER OF 
POPULATION STRATIFICATION

• Suppose that a GWAS 
sample is drawn from 
multiple populations that 
differ in allele frequency 
(primarily because of genetic 
drift) and in their phenotypic 
averages for reasons other 
than the SNP being tested.

• This is what we call 
population 
stratification.



GENETIC DRIFT AS THE DRIVER OF 
POPULATION STRATIFICATION

• One reason for using Hardy-
Weinberg equilibrium (HWE) as a 
QC criterion in GWAS is that an 
aggregate of several populations that 
have drifted apart at the tested SNP 
will generally not be in HWE, even if 
each individual population is in HWE.

• The statistical power of some analyses 
can depend on the allele frequency of 
the tested SNP, and thus genetic drift 
can also lead to a problem called 
ascertainment bias.



THE DEPENDENCE OF GENETIC 
DRIFT ON POPULATION SIZE

We can see from this equation that the stochastic fluctuations 
that we call genetic drift are of greater magnitude in a 
population of smaller effective size (Ne).

Ne is not the same as the actual or census population size. It is 
sometimes said that Ne is typically a third to a tenth of the 
census population size.

Various methods have converged on a rough consensus of 
10,000 as the long-term Ne of Homo sapiens. This has 
increased spectacularly in many human populations today.

Var(pt+1) =
pt(1� pt)

2Ne
<latexit sha1_base64="aog7uqq9hH1HE4hAygkxuQe+fok="></latexit>



LECTURE ROADMAP
• Mutation and genetic drift: A forward-time view

• Mutation, genetic drift, and recombination: A 
backward-time view

• Natural selection and its interaction with genetic drift

• The impact of natural selection on patterns observed 
in GWAS



THE FUNDAMENTALS OF 
COALESCENT THEORY

• The foregoing account of 
genetic drift, which leads to 
diffusion theory when 
developed mathematically, is 
now seen as a forward-
time approach.

• A backward-time 
approach called coalescent 
theory is regarded as an 
important component of 
modern population genetics.

The mathematician J. F. C. Kingman, a 
developer of coalescent theory.



THE FUNDAMENTALS OF 
COALESCENT THEORY

• Focus on a specific segment 
of your genome—a 
sequence (haplotype).

• You thus carry two 
homologous instances of 
this sequence, one inherited 
from your father and the 
other from your mother.



THE FUNDAMENTALS OF 
COALESCENT THEORY

• Consider one of the sequences 
that you carry at a particular 
locus in the genome. As we have 
said, you inherited this sequence 
from one of your parents.

• Now consider one of the 
homologous sequences carried 
by another person at the 
same locus. This sequence was 
inherited from one of this 
person’s own parents.



THE FUNDAMENTALS OF 
COALESCENT THEORY

• Imagine following the chain of 
genetic transmission from you, to 
your parent, to your grandparent, 
and so on back into the past.

• A similar chain extends back into 
the past from the other person.

• At some point in the past, the 
two chains must meet or 
coalesce in a common 
ancestor of the two sequences.



THE FUNDAMENTALS OF 
COALESCENT THEORY

seq 
1

seq 
2

seq 
3 … seq 

n
generation t

generation t − 1 seq 
A …

Setup. We have a sample of n sequences taken from 
members of the present generation. We are interested in 
the probability that two specific sequences in the sample 
coalesced in the previous generation. Assume no 
recombination or natural selection.



THE FUNDAMENTALS OF 
COALESCENT THEORY

seq 
1

seq 
2

seq 
3 … seq 

n
generation t

generation t − 1 seq 
A …

Wright-Fisher model of genetic drift. We assume that the next 
generation is formed from the current generation by 
random sampling with replacement.



THE FUNDAMENTALS OF 
COALESCENT THEORY

seq 
1

seq 
2

seq 
3 … seq 

n
generation t

generation t − 1 seq 
A …

This model is in many ways unrealistic. E.g., it does not 
recognize the existence of two sexes. But for our purposes, 
these failures of realism are not particularly important.



THE FUNDAMENTALS OF 
COALESCENT THEORY

seq 
1

seq 
2

seq 
3 … seq 

n
generation t

generation t − 1 seq 
A …

We have depicted sequence A as the parent of 
sequence 1. What is the probability that sequences 1 and 
2 coalesce into sequence A? That is, what is the probability 
that A is the parent of both 1 and 2?



THE FUNDAMENTALS OF 
COALESCENT THEORY

seq 
1

seq 
2

seq 
3 … seq 

n
generation t

generation t − 1 seq 
A …

Suppose that the population size is N and stays constant 
across generations. By exchangeability, each sequence in the 
previous generation is equally likely to be the parent of 
sequence 2. The probability of coalescence is thus 1/(2N). 



THE FUNDAMENTALS OF 
COALESCENT THEORY

• This setup suffices to describe 
the simplest possible coalescent 
model.

• The terminal nodes of a 
coalescent tree are the members 
of the present-day sample. 

• The edges represent chains of 
descent extending back into 
time; they join together 
(coalesce) at a rate proportional 
to 1/(2N).

The sample consists of 5 sequences. They 
coalesce into 4, 3, 2, and finally the one 
common ancestor of the sample.



COALESCENT THEORY AND 
MUTATION

Suppose that a mutation 
occurs at a particular point in 
time.

Then all descendants of the 
mutated sequence must bear 
that mutation.

X



COALESCENT THEORY AND 
MUTATION

Suppose that a mutation 
occurs at a particular point in 
time.

Then all descendants of the 
mutated sequence must bear 
that mutation.

X

Here, the three sequences on 
the left side of the tree all carry 
the mutation.

The sample frequency of the 
derived allele at the mutated 
site is thus 3/5.
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COALESCENT THEORY AND 
MUTATION

A given sample may show 
evidence of mutation at more 
than one site.

Suppose that a second 
mutation occurs in the lineage 
leading to the other sequences.

X

X



COALESCENT THEORY AND 
MUTATION

A given sample may show 
evidence of mutation at more 
than one site.

Suppose that a second 
mutation occurs in the lineage 
leading to the other sequences.

X

X

Here, the two sequences on the 
right side of the tree bear the 
mutation.

The sample frequency of the 
derived allele at this mutated 
site is thus 2/5.



G T C G C G G A C… …

G T C G C G G A C… …

G T C G C G G A C… …

G T A G C G G T C… …

G T A G C G G T C… …



COALESCENT THEORY AND 
MUTATION

The edges connecting the 
terminal nodes to the rest of the 
tree are called the tips.

A polymorphic site where an 
allele appears only once in the 
sample is called a singleton.

X

X

A singleton is the result of a 
mutation occurring on a tip of 
the tree.

X
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The edges connecting the 
terminal nodes to the rest of the 
tree are called the tips.

A polymorphic site where an 
allele appears only once in the 
sample is called a singleton.

A singleton is the result of a 
mutation occurring on a tip of 
the tree.
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The edges connecting the 
terminal nodes to the rest of the 
tree are called the tips.

A polymorphic site where an 
allele appears only once in the 
sample is called a singleton.

A singleton is the result of a 
mutation occurring on a tip of 
the tree.



G T C G C G G A C… …

G T C G T G G A C… …

G T C G C G G A T… …

G T A G C G G T C… …

G T A G C G G T C… …



COALESCENT THEORY AND 
MUTATION

X

X
X

X

The edges connecting the 
terminal nodes to the rest of the 
tree are called the tips.

A polymorphic site where an 
allele appears only once in the 
sample is called a singleton.

A singleton is the result of a 
mutation occurring on a tip of 
the tree.



COALESCENT THEORY 
EXPLAINS ALLELE FREQUENCIES
• We can now use coalescent 

theory to explain why we 
observe the allele 
frequencies and 
correlations between 
SNPs (LD) that actually occur 
in real genetic data.

• We have seen that any mutation 
occurring on a tip results in a 
singleton—a SNP with a derived 
allele frequency of 1/n (where n 
is the sample size).

X

X
X

X



COALESCENT THEORY 
EXPLAINS ALLELE FREQUENCIES
• Singletons are thus the 

most common type of 
SNP—because the total 
branch length of all 
singletons is longer that of 
any other type of mutation!

• The next most common 
type of SNP is that with a 
frequency of 2/n; then, 3/n; 
and so on.

X

X
X

X

Probability that a randomly placed mutation produces:
a singleton — ~1/2

a “doubleton” — ~1/3
a “tripleton” — ~1/10



COALESCENT THEORY 
EXPLAINS ALLELE FREQUENCIES
• Coalescent theory can be 

used to show what the 
example roughly suggests: the 
probability that a SNP has 
a derived allele frequency of 
p is proportional to 1/p.

• This is why there are more 
rare SNPs than common 
SNPs. Furthermore, a more 
precise statement can be 
made.  

Fisher derived p distributed as 1/p using a forward-
time approach in 1930.



COALESCENT THEORY 
EXPLAINS ALLELE FREQUENCIES

Z 1

0.1
1/p dp =

Z 0.1

0.01
1/p dp =

Z 0.01

0.001
1/p dp = · · ·
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One could have made this theoretical prediction as early as 1930. 
How well does it hold up empirically, in modern genetic data?

MAF interval # of SNPs

[0.001, 0.01)

[0.01, 0.1)

[0.1, 1)

Wainschtein et al. (2019), in an attempt to partition h2 between 
different subintervals of allele frequency, provide the number of SNPs 
in each such subinterval.
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One could have made this theoretical prediction as early as 1930. 
How well does it hold up empirically, in modern genetic data?

MAF interval # of SNPs

[0.001, 0.01)

[0.01, 0.1)

[0.1, 1) 5,079,382

Wainschtein et al. (2019), in an attempt to partition h2 between 
different subintervals of allele frequency, provide the number of SNPs 
in each such subinterval.



COALESCENT THEORY 
EXPLAINS ALLELE FREQUENCIES
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One could have made this theoretical prediction as early as 1930. 
How well does it hold up empirically, in modern genetic data?

MAF interval # of SNPs

[0.001, 0.01)

[0.01, 0.1) 5,294,834

[0.1, 1) 5,079,382

Wainschtein et al. (2019), in an attempt to partition h2 between 
different subintervals of allele frequency, provide the number of SNPs 
in each such subinterval.



COALESCENT THEORY 
EXPLAINS ALLELE FREQUENCIES
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One could have made this theoretical prediction as early as 1930. 
How well does it hold up empirically, in modern genetic data?

Wainschtein et al. (2019), in an attempt to partition h2 between 
different subintervals of allele frequency, provide the number of SNPs 
in each such subinterval.

MAF interval # of SNPs

[0.001, 0.01) 8,614,870

[0.01, 0.1) 5,294,834

[0.1, 1) 5,079,382



interval = 45–69 kya). By contrast, the NIEHS data (6) resulted in
a maximum likelihood estimate of TB = 140 kya (95% confidence
interval = 40–270 kya). The inference based on the exon pilot
alone yields TB= 98 kya (95% confidence interval = 43–210 kya).
In general, the gain in precision was strongest for the parameters
involved in more ancient events. Inference based on uncorrected
low-coverage data yielded an unrealistic TB = 14 kya split.
Beyond their fundamental interest as descriptors of human

history, these parameters allow for a number of experimental
predictions; given a demographic model, we can predict, for ex-
ample, the number of synonymous variants to be discovered in
samples of larger size that are currently in the process of being
sequenced. We predicted the number of variants to be discovered
in each of the three population considered (CEU, CHB + JPT,
and YRI) as the sample size is increased using both the inferred
demographic model and the jackknife estimator of the number of
undiscovered variants presented inMethods(Fig. 5). Because the
jackknife does not rely on assumptions about demography and
selection, we also used it to predict the number of non-
synonymous sites to be discovered. The jackknife approach pre-
dicts that, as sample size is increased, the total number of
segregating sites in CEU and CHB + JPT panels should overtake
the number of segregating sites in the YRI population.

Discussion
Our results illustrate that the vast majority of human variable sites
are rare and that themajority of rare variants exhibit, at most, very
little sharing among continental populations. We also find re-
duced sharing for rare variants compared with common variants
amongmore closely related populations, such as CHB-JPT, CEU-
TSI, and CHB-CHD. This lack of sharing can be explained by
population divergence, and we expect that the fraction of newly
discovered variable sites that are population-specific will keep in-
creasing with sample size. This finding poses a formidable chal-
lenge for the reproduction of genome-wide association studies for
rare functional variants across diverse populations, because the
statistical difficulties caused by variant rarity within a population
combine with increased between-population divergence.

We also show how sequencing a large number of individuals at
low coverage is an efficient strategy not only for discovering the
maximum number of variable sites but also for estimating de-
mographic parameters, at least when error rates can be estimated.
Different statistical methods have been proposed that include
read depth information and models of sequencing errors to re-
duce biases in allele frequency estimation (11, 12). Because of the
availability of high-coverage data for a subset of the genome in the
populations studied here, we used direct comparison with high-
coverage data to estimate and correct biases caused by low cov-
erage. A significant advantage of the direct comparison approach
is simplicity and computational efficiency; it can use existing cu-
rated genotype calls rather than require a full analysis of an error
model at the individual read level. This advantage is particularly
useful for data generated by 1000G, because multiple sequencing
platforms and calling pipelines with different error modes have
been used jointly. In general, the two approaches are not mutually
exclusive, andwhen practical, a statistically corrected low-coverage
SFS could be further corrected by comparison with targeted high-
coverage data. Here, we used, as a reference, an exon capture
dataset with >50× coverage and validation rates of 96.8% overall
and 93.8% for singletons.We also restricted our analysis to a high-
quality subset of the data (by selecting individuals with good
coverage and HapMap concordance and selecting sites with suf-
ficient coverage). The false-negative rate in the exon capture data
was estimated to be below 5% for variants of at least 1% in fre-
quency and 26% for variants below 1% in frequency. To avoid
resulting biases in the frequency-dependent false-negative esti-
mates for the low-coverage data, we restricted the comparison
with sites where a high-coverage variant call had been made.
We found that the bulk of the discrepancy between high- and

low-coverage data could be described by a simple model that uses
only two parameters per population, and in which error rates
decay exponentially with MAF, frequencies of detected variant
sites are accurately determined, and errors occur independently
in each population. The latter assumption is perhaps the most
debatable: we expect at least some correlations in the coverage at
a given site for different populations. An error model taking into
account such correlations would, therefore, be desirable. How-

Fig. 3. The probability that two individuals carrying an allele of given minor
frequency come from different populations, normalized by the expected
frequency in a panmictic population, using the seven panels of the exome
capture dataset. Sharing decreases dramatically as frequency approaches
zero. The reduction in sharing at 50% frequency in some population pairs is
caused by low overall numbers in that bin, and a single site (rs6662929) that
exhibits inconsistent calls between different calling platforms and most
likely has an incorrect homozygous reference call in some populations. Sites
were binned by frequency: dots indicate the center of each bin, and solid
lines are to guide the eye. Note that singletons are not shown, because there
can be no sharing for such sites.
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Fig. 4. An illustration of the inferred demographic model, with line width
corresponding to population size and time flowing from left to right. The
width of the red arrows is proportional to the migration intensity. Model
details are provided in Table 2 and ref. 6.
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POPULATION SIZE AFFECTS THE 
AMOUNT OF GENETIC VARIATION
• Africans have more common 

SNPs than Europeans, who in 
turn have more than East Asians, 
who in turn …

• The explanation of this pattern 
can be found in coalescent theory. 
A smaller population has fewer 
SNPs because its coalescence 
trees reach their common 
ancestors (roots) more quickly, 
affording fewer opportunities for 
mutations to create SNPs.



COALESCENT THEORY EXPLAINS 
LINKAGE DISEQUILIBRIUM

• Why is LD between distant 
SNPs always low but 
between nearby SNPs often 
high?

• Recombination events 
between nearby SNPs occur 
very infrequently; the 
probability of recombination 
between two adjacent base 
pairs is ~1 × 10−8.
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COALESCENT THEORY EXPLAINS 
LINKAGE DISEQUILIBRIUM

• This means that nearby 
SNPs will indeed often have 
the same coalescent tree.

• I.e., if a chunk of a 
chromosome has never 
experienced recombination, 
the ancestral history of all 
SNPs in that chunk must be 
the same.
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COALESCENT THEORY EXPLAINS 
LINKAGE DISEQUILIBRIUM

• Now consider the two SNPs 
depicted in the example to 
the right.

• Notice that they are 
perfectly correlated (i.e., 
their LD coefficient r is equal 
to one). If we know that a 
haplotype carries the red 
mutation, then we also 
know that it does not carry 
the green mutation.

X

X



G T C G C G G A C… …

G T C G C G G A C… …

G T C G C G G A C… …

G T A G C G G T C… …

G T A G C G G T C… …



COALESCENT THEORY EXPLAINS 
LINKAGE DISEQUILIBRIUM

• Given the placement of the red 
mutation, we can see that any 
nearby mutation on that same 
edge or the long interior edge 
on the right will lead to perfect 
LD between the two SNPs.

• This phenomenon has many 
profound ramifications, 
including the difficulty of 
identifying the causal SNP 
responsible for a GWAS signal.
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X



COALESCENT THEORY EXPLAINS 
LINKAGE DISEQUILIBRIUM

• Given the placement of the red 
mutation, we can see that any 
nearby mutation on that same 
edge or the long interior edge 
on the right will lead to perfect 
LD between the two SNPs.

• This phenomenon has many 
profound ramifications, 
including the difficulty of 
identifying the causal SNP 
responsible for a GWAS signal.
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are essential for extending understanding of the genetic architecture 
of schizophrenia in the human population as a whole, for testing the 
generalizability of the results from European populations regarding 
this global disorder6 and for identifying population-specific risk fac-
tors, should they exist.

To identify additional schizophrenia susceptibility loci and to gain 
a better understanding of the genes and biological pathways impli-
cated in schizophrenia, we performed a GWAS including 7,699 cases 
and 18,327 controls of Chinese ancestry, as well as a transancestry 
GWAS meta-analysis with PGC2 (43,175 cases and 65,166 controls in 
total). The candidate loci found in each analysis were then studied in 
an independent replication sample of 4,384 schizophrenia cases and 
5,770 controls of Chinese ancestry.

RESULTS
Results of GWAS screening in the Chinese population
We first conducted a GWAS for schizophrenia in the Chinese popula-
tion (in comparison to the discovery phase of our prior GWAS report10, 
the number of cases was doubled, and the number of controls was 
tripled). After systematic quality control (QC) analysis and imputa-
tion to the 1000 Genomes Project data (Online Methods), we assessed 
the associations of 5,107,227 genetic variants in 7,699 schizophrenia 
cases and 18,327 controls (Supplementary Table 1). The primary 
GWAS comprised three samples that were genotyped on different plat-
forms: 4,175 cases and 10,470 controls genotyped with the Affymetrix 
Genome-Wide Human SNP Array 6.0 (SNP6.0); 2,472 cases and 5,928 
controls genotyped with the Affymetrix Axiom Genome-Wide CHB1 
Array Plate (CHB1); and 1,052 cases and 1,929 controls genotyped with 
CHB1 or the Illumina 1M Array (1M). Principal component analysis 
(PCA) was used to assess population substructure (Supplementary 
Fig. 1 and Online Methods). For each subset, association testing was 
conducted with logistic regression including ancestry principal com-
ponents (PCs) as covariates to adjust for population stratification. The 
results were combined with inverse-variance-weighted meta-analysis 
(based on a fixed-effects model). The genomic inflation factor (LGC) 
was 1.22, and the L1,000 (a scaled value to 1,000 cases and 1,000 controls) 
was 1.02. We conducted LD-score regression analysis14 to distinguish 
the relative contributions of confounding bias and polygenicity. The 
LD-score regression intercept was 1.07 (s.e. = 0.01), and the slope was 
greater than zero, thus suggesting that most of the increase in the mean 
C2 statistic was from polygenic architecture rather than population 
stratification, in agreement with the previously documented polygenic 
nature of schizophrenia inheritance7,15. However, given this modest  

elevation in the intercept, we further corrected the meta-analysis 
statistics for residual test-statistic inflation14,16 (Online Methods). 
Quantile–quantile and Manhattan plots are shown in Supplementary 
Figures 2 and 3. In this analysis (Fig. 1), we observed 66 GWS variants 
in a region previously reported to be associated with schizophrenia 
(2p16.1)11,12.

The proportion of variance in susceptibility to schizophrenia 
explained by genome-wide SNP genotypes for individuals of Han 
Chinese ancestry (Online Methods) was estimated to be 31.5%  
(s.e. = 1.9%), assuming a population risk of 0.01. This result was simi-
lar to the corresponding estimate for European samples (33%)5, thus 
providing further evidence of the highly polygenic nature of schizo-
phrenia beyond that in previous studies7,15.

Results of the Chinese and PGC2  genome-wide meta-analysis
We performed a meta-analysis of the Chinese GWAS samples (7,699 
schizophrenia cases and 18,327 controls) (denoted Chinese GWAS) and 
PGC2 GWAS samples (35,476 schizophrenia cases and 46,839 controls) 
to explore the effects of power and heterogeneity. A total of 4,303,606 
genetic variants were common to the two data sets and were retained in 
the combined analysis. For combining the data, we used a fixed-effects 
model, but for variants with pronounced heterogeneity (I2 >75%)17, we 
used a random-effects model to allow for the possibility that the presence 
of heterogeneity might result in test-statistic inflation. In our final result, 
the LGC was 1.50, and the L1,000 was less than 1.01. The deviation of the 
observed statistics from the null hypothesis was less than that expected 
under a polygenic model for schizophrenia7,18. Quantile–quantile and 
Manhattan plots are shown in Supplementary Figures 4 and 5. In the 
combined analysis, we detected 5,618 SNPs surpassing the threshold for 
GWS for association with schizophrenia. These SNPs mapped to 104 
physically distinct associated regions, as defined by clumping the vari-
ants by using r2 >0.1 and merging the LD-independent variants within 
250 kb (Fig. 1 and Supplementary Table 2).

Results of the combined analysis with replication samples
We then obtained association results from an independent 
Chinese cohort of 4,384 schizophrenia cases and 5,770 controls19 
(Supplementary Table 1) for LD-independent SNPs with P <1 × 10−5 
in the Chinese-only GWAS meta-analysis or with P <5 × 10−7 in the 
Chinese and PGC2 GWAS meta-analysis (Online Methods).

The combined analysis of the Chinese GWAS and replication 
samples resulted in a data set of 12,083 cases and 24,097 controls. 
Seven loci were GWS for association with schizophrenia in the 
meta-analysis of individuals of Chinese ancestry. Of those loci, three 
have been previously reported to be associated with schizophrenia 
(Supplementary Fig. 6), and the other four are novel: rs2073499 at 
3p21.31 (odds ratio (OR) = 0.899, fixed-effects meta-analysis P = 2.61 
× 10−8), rs7757969 at 6q21 (OR = 1.110, P = 4.82 × 10−8), rs4479915 
at 6q27 (OR = 0.876, P = 4.82 × 10−9) and rs11534004 at 7q31.1 
(OR = 0.890, P = 1.71 × 10−8) (Fig. 2). Four additional loci were 
significant at P <1 × 10−5 in the Chinese GWAS meta-analysis and 
showed nominal evidence of replication (P <0.05) but were not GWS 
in the combined analysis. Results for all tested SNPs are presented  
in Supplementary Table 3.

The combined results of the transancestry meta-analysis (43,175 
schizophrenia cases and 65,166 controls) and replication samples 
(4,384 schizophrenia cases and 5,770 controls) identified a total of 109 
GWS loci (Supplementary Table 4 and Supplementary Data 1). Of 
the 109 loci, 83 had previously been reported, and 26 loci were novel.

Together, the above results identified 124 SNPs that were GWS 
and were associated with schizophrenia. The SNPs mapped to 113 
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Figure 1 Comparison of Manhattan plots for the Chinese and 
transancestry analyses. Manhattan plot of results from the Chinese-only 
(7,699 schizophrenia cases and 18,327 controls) and PGC2-plus-Chinese 
transancestry (43,175 cases and 65,166 controls) analyses. −log10P 
values for PGC2 plus Chinese transancestry analyses and log10P values for 
Chinese-only analyses are shown.



interval = 45–69 kya). By contrast, the NIEHS data (6) resulted in
a maximum likelihood estimate of TB = 140 kya (95% confidence
interval = 40–270 kya). The inference based on the exon pilot
alone yields TB= 98 kya (95% confidence interval = 43–210 kya).
In general, the gain in precision was strongest for the parameters
involved in more ancient events. Inference based on uncorrected
low-coverage data yielded an unrealistic TB = 14 kya split.
Beyond their fundamental interest as descriptors of human

history, these parameters allow for a number of experimental
predictions; given a demographic model, we can predict, for ex-
ample, the number of synonymous variants to be discovered in
samples of larger size that are currently in the process of being
sequenced. We predicted the number of variants to be discovered
in each of the three population considered (CEU, CHB + JPT,
and YRI) as the sample size is increased using both the inferred
demographic model and the jackknife estimator of the number of
undiscovered variants presented inMethods(Fig. 5). Because the
jackknife does not rely on assumptions about demography and
selection, we also used it to predict the number of non-
synonymous sites to be discovered. The jackknife approach pre-
dicts that, as sample size is increased, the total number of
segregating sites in CEU and CHB + JPT panels should overtake
the number of segregating sites in the YRI population.

Discussion
Our results illustrate that the vast majority of human variable sites
are rare and that themajority of rare variants exhibit, at most, very
little sharing among continental populations. We also find re-
duced sharing for rare variants compared with common variants
amongmore closely related populations, such as CHB-JPT, CEU-
TSI, and CHB-CHD. This lack of sharing can be explained by
population divergence, and we expect that the fraction of newly
discovered variable sites that are population-specific will keep in-
creasing with sample size. This finding poses a formidable chal-
lenge for the reproduction of genome-wide association studies for
rare functional variants across diverse populations, because the
statistical difficulties caused by variant rarity within a population
combine with increased between-population divergence.

We also show how sequencing a large number of individuals at
low coverage is an efficient strategy not only for discovering the
maximum number of variable sites but also for estimating de-
mographic parameters, at least when error rates can be estimated.
Different statistical methods have been proposed that include
read depth information and models of sequencing errors to re-
duce biases in allele frequency estimation (11, 12). Because of the
availability of high-coverage data for a subset of the genome in the
populations studied here, we used direct comparison with high-
coverage data to estimate and correct biases caused by low cov-
erage. A significant advantage of the direct comparison approach
is simplicity and computational efficiency; it can use existing cu-
rated genotype calls rather than require a full analysis of an error
model at the individual read level. This advantage is particularly
useful for data generated by 1000G, because multiple sequencing
platforms and calling pipelines with different error modes have
been used jointly. In general, the two approaches are not mutually
exclusive, andwhen practical, a statistically corrected low-coverage
SFS could be further corrected by comparison with targeted high-
coverage data. Here, we used, as a reference, an exon capture
dataset with >50× coverage and validation rates of 96.8% overall
and 93.8% for singletons.We also restricted our analysis to a high-
quality subset of the data (by selecting individuals with good
coverage and HapMap concordance and selecting sites with suf-
ficient coverage). The false-negative rate in the exon capture data
was estimated to be below 5% for variants of at least 1% in fre-
quency and 26% for variants below 1% in frequency. To avoid
resulting biases in the frequency-dependent false-negative esti-
mates for the low-coverage data, we restricted the comparison
with sites where a high-coverage variant call had been made.
We found that the bulk of the discrepancy between high- and

low-coverage data could be described by a simple model that uses
only two parameters per population, and in which error rates
decay exponentially with MAF, frequencies of detected variant
sites are accurately determined, and errors occur independently
in each population. The latter assumption is perhaps the most
debatable: we expect at least some correlations in the coverage at
a given site for different populations. An error model taking into
account such correlations would, therefore, be desirable. How-

Fig. 3. The probability that two individuals carrying an allele of given minor
frequency come from different populations, normalized by the expected
frequency in a panmictic population, using the seven panels of the exome
capture dataset. Sharing decreases dramatically as frequency approaches
zero. The reduction in sharing at 50% frequency in some population pairs is
caused by low overall numbers in that bin, and a single site (rs6662929) that
exhibits inconsistent calls between different calling platforms and most
likely has an incorrect homozygous reference call in some populations. Sites
were binned by frequency: dots indicate the center of each bin, and solid
lines are to guide the eye. Note that singletons are not shown, because there
can be no sharing for such sites.
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Fig. 4. An illustration of the inferred demographic model, with line width
corresponding to population size and time flowing from left to right. The
width of the red arrows is proportional to the migration intensity. Model
details are provided in Table 2 and ref. 6.
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POPULATION SIZE AFFECTS THE 
EXTENT OF LINKAGE DISEQUILIBRIUM
• Earlier, I explained that finite 

population size is the primary 
driver of population 
differences in allele frequencies 
and numbers of SNPs.

• Populations vary in LD also. 
E.g., LD blocks tend to be of a 
certain size in Africans, they 
tend to be longer in 
Europeans, they tend to be 
longer still in East Asians, etc.



interval = 45–69 kya). By contrast, the NIEHS data (6) resulted in
a maximum likelihood estimate of TB = 140 kya (95% confidence
interval = 40–270 kya). The inference based on the exon pilot
alone yields TB= 98 kya (95% confidence interval = 43–210 kya).
In general, the gain in precision was strongest for the parameters
involved in more ancient events. Inference based on uncorrected
low-coverage data yielded an unrealistic TB = 14 kya split.
Beyond their fundamental interest as descriptors of human

history, these parameters allow for a number of experimental
predictions; given a demographic model, we can predict, for ex-
ample, the number of synonymous variants to be discovered in
samples of larger size that are currently in the process of being
sequenced. We predicted the number of variants to be discovered
in each of the three population considered (CEU, CHB + JPT,
and YRI) as the sample size is increased using both the inferred
demographic model and the jackknife estimator of the number of
undiscovered variants presented inMethods(Fig. 5). Because the
jackknife does not rely on assumptions about demography and
selection, we also used it to predict the number of non-
synonymous sites to be discovered. The jackknife approach pre-
dicts that, as sample size is increased, the total number of
segregating sites in CEU and CHB + JPT panels should overtake
the number of segregating sites in the YRI population.

Discussion
Our results illustrate that the vast majority of human variable sites
are rare and that themajority of rare variants exhibit, at most, very
little sharing among continental populations. We also find re-
duced sharing for rare variants compared with common variants
amongmore closely related populations, such as CHB-JPT, CEU-
TSI, and CHB-CHD. This lack of sharing can be explained by
population divergence, and we expect that the fraction of newly
discovered variable sites that are population-specific will keep in-
creasing with sample size. This finding poses a formidable chal-
lenge for the reproduction of genome-wide association studies for
rare functional variants across diverse populations, because the
statistical difficulties caused by variant rarity within a population
combine with increased between-population divergence.

We also show how sequencing a large number of individuals at
low coverage is an efficient strategy not only for discovering the
maximum number of variable sites but also for estimating de-
mographic parameters, at least when error rates can be estimated.
Different statistical methods have been proposed that include
read depth information and models of sequencing errors to re-
duce biases in allele frequency estimation (11, 12). Because of the
availability of high-coverage data for a subset of the genome in the
populations studied here, we used direct comparison with high-
coverage data to estimate and correct biases caused by low cov-
erage. A significant advantage of the direct comparison approach
is simplicity and computational efficiency; it can use existing cu-
rated genotype calls rather than require a full analysis of an error
model at the individual read level. This advantage is particularly
useful for data generated by 1000G, because multiple sequencing
platforms and calling pipelines with different error modes have
been used jointly. In general, the two approaches are not mutually
exclusive, andwhen practical, a statistically corrected low-coverage
SFS could be further corrected by comparison with targeted high-
coverage data. Here, we used, as a reference, an exon capture
dataset with >50× coverage and validation rates of 96.8% overall
and 93.8% for singletons.We also restricted our analysis to a high-
quality subset of the data (by selecting individuals with good
coverage and HapMap concordance and selecting sites with suf-
ficient coverage). The false-negative rate in the exon capture data
was estimated to be below 5% for variants of at least 1% in fre-
quency and 26% for variants below 1% in frequency. To avoid
resulting biases in the frequency-dependent false-negative esti-
mates for the low-coverage data, we restricted the comparison
with sites where a high-coverage variant call had been made.
We found that the bulk of the discrepancy between high- and

low-coverage data could be described by a simple model that uses
only two parameters per population, and in which error rates
decay exponentially with MAF, frequencies of detected variant
sites are accurately determined, and errors occur independently
in each population. The latter assumption is perhaps the most
debatable: we expect at least some correlations in the coverage at
a given site for different populations. An error model taking into
account such correlations would, therefore, be desirable. How-

Fig. 3. The probability that two individuals carrying an allele of given minor
frequency come from different populations, normalized by the expected
frequency in a panmictic population, using the seven panels of the exome
capture dataset. Sharing decreases dramatically as frequency approaches
zero. The reduction in sharing at 50% frequency in some population pairs is
caused by low overall numbers in that bin, and a single site (rs6662929) that
exhibits inconsistent calls between different calling platforms and most
likely has an incorrect homozygous reference call in some populations. Sites
were binned by frequency: dots indicate the center of each bin, and solid
lines are to guide the eye. Note that singletons are not shown, because there
can be no sharing for such sites.
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POPULATION SIZE AFFECTS THE 
EXTENT OF LINKAGE DISEQUILIBRIUM
• These differences in typical 

block length also appear to 
be the result of differences in 
bottlenecks (severe drops 
in population size).

• In a smaller population, the 
coalescent tree will reach its 
common ancestor (root) 
more quickly and afford 
fewer opportunities for 
recombination to occur. 
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POPULATION SIZE AFFECTS THE 
EXTENT OF LINKAGE DISEQUILIBRIUM

Will these two SNP be in linkage equilibrium? E.g., how well will the 
presence of T predict the presence of A?

In a smaller population, an observer looking back in time is 
increasingly likely to see a coalescence before a recombination.
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POPULATION SIZE AFFECTS THE 
EXTENT OF LINKAGE DISEQUILIBRIUM

If the top two have descended without mutation or recombination from 
their common ancestor, then they must be identical. Thus LD between 
SNPs becomes more likely as the population becomes smaller.
Another way to put it. If recombination occurs before coalescence, then 
the two SNPs do not in fact share the same coalescent tree.
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POPULATION SIZE AFFECTS THE 
EXTENT OF LINKAGE DISEQUILIBRIUM

If the top two have descended without mutation or recombination from 
their common ancestor, then they must be identical. Thus LD between 
SNPs becomes more likely as the population becomes smaller.
Another way to put it. If recombination occurs before coalescence, then 
the two SNPs do not in fact share the same coalescent tree.
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Locus 1
MAF = 3/7

Locus 2
MAF = 3/7

Aside. Notice 
that only SNPs 
with similar allele 
frequencies can 
be in strong LD. 



T A

T G

T

T

C

T A

T A

G

G

G

Locus 1
MAF = 1/7

Locus 2
MAF = 3/7

Aside. Notice 
that only SNPs 
with similar allele 
frequencies can 
be in strong LD. 

Even though A 
invariably appears 
with T, we can also 
see that T still 
often appears 
with G.



POPULATION SIZE AFFECTS THE 
EXTENT OF LINKAGE DISEQUILIBRIUM

Dt = (1� c)tD0
<latexit sha1_base64="Mea8h7y4WM7XbL5pwNvfg1pT0aw=">AAAB/HicbVDLSgNBEJyNrxhfqzl6GQxCPBh2o6AXIWgOHiOYByTrMjuZTYbMPpjpFZYQf8WLB0W8+iHe/BsnyR40saChqOqmu8uLBVdgWd9GbmV1bX0jv1nY2t7Z3TP3D1oqSiRlTRqJSHY8opjgIWsCB8E6sWQk8ARre6Obqd9+ZFLxKLyHNGZOQAYh9zkloCXXLNZdwFe4bONTTE8eANddyzVLVsWaAS8TOyMllKHhml+9fkSTgIVABVGqa1sxOGMigVPBJoVeolhM6IgMWFfTkARMOePZ8RN8rJU+9iOpKwQ8U39PjEmgVBp4ujMgMFSL3lT8z+sm4F86Yx7GCbCQzhf5icAQ4WkSuM8loyBSTQiVXN+K6ZBIQkHnVdAh2IsvL5NWtWKfVap356XadRZHHh2iI1RGNrpANXSLGqiJKErRM3pFb8aT8WK8Gx/z1pyRzRTRHxifP4Bpkhg=</latexit>

Dt is the covariance measure of LD (see Andrea Byrnes’s 
second lecture) in generation t, D0 is the initial LD, and c is the 
recombination rate. This equation is often given by introductory 
texts.

This equation does not depend on population size (N). How to 
reconcile this with the previous account based on coalescent 
theory?

Finite population size can be ignored and the equation above 
applied deterministically forward in time when 4Nc ≫ 1. In 
humans, this very roughly means SNPs separated by 100 kb.



LECTURE ROADMAP
• Mutation and genetic drift: A forward-time view

• Mutation, genetic drift, and recombination: A 
backward-time view

• Natural selection and its interaction with genetic drift

• The impact of natural selection on patterns observed 
in GWAS



EVOLUTION BY NATURAL 
SELECTION

• Sometimes an allele 
frequency does not change 
just by sheer chance. One 
allele may consistently 
tend to become more 
common.

• Such systematic change in 
allele frequency occurs in 
response to natural 
selection.

A caricature of Charles Darwin, who 
discovered evolution by natural selection.



EVOLUTION BY NATURAL 
SELECTION

• Evolution by natural selection 
requires the following conditions.

• (1) There are individual 
differences that affect 
fitness (the ability to survive 
and produce offspring).

• (2) Some fraction of those 
individual differences are caused 
by genetic differences (i.e., the 
differences are heritable, h2 > 0).

A caricature of Charles Darwin, who 
discovered evolution by natural selection.



EVOLUTION BY NATURAL 
SELECTION

• If these conditions are met, 
then those individuals who 
are better at surviving and 
reproducing pass on to their 
offspring the genes partly 
responsible for their success.

• In this way, later generations 
become genetically and 
phenotypically more and 
more like the fittest members 
of the earlier generations.

A caricature of Charles Darwin, who 
discovered evolution by natural selection.
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NATURAL SELECTION AND 
ALLELE FREQUENCIES

• In the previous slides, we 
saw how the frequency of 
the fitness + allele 
increased from 1/7 to 7/7 
(i.e., 100 percent). 

• This illustrates that natural 
selection systematically 
increases the frequencies of 
alleles that promote fitness. 

Sir Ronald Fisher, along with J.B.S. Haldane and 
Sewall Wright, founded population genetics.
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GENETIC DRIFT AND 
NATURAL SELECTION

• Given that drift and 
selection act simultaneously, 
which force is predominant 
in any given situation?

• This question has a fairly 
precise theoretical answer, 
but I will get across some 
idea of the human case by 
giving you quasi-realistic 
numbers.  James Crow, Ronald Fisher, and Motoo Kimura. 

Kimura proposed that most DNA-level 
evolution is the result of genetic drift.



GENETIC DRIFT AND 
NATURAL SELECTION

• Earlier, I alluded to the fact 
that the SD of the difference 
in allele frequency between 
Europeans and East Asians 
(over SNPs that are common 
in Europeans) is about 0.15.

• Suppose that a quantitative 
trait is affected by 10,000 
SNPs, each with an allele 
frequency of 0.5 and an effect 
on the trait of 0.01. James Crow, Ronald Fisher, and Motoo Kimura. 

Kimura proposed that most DNA-level 
evolution is the result of genetic drift.



GENETIC DRIFT AND 
NATURAL SELECTION

• Question. If Europeans and 
East Asians differ with respect 
to this trait by 2 SDs, for 
genetic reasons, then what 
will be the difference in the 
frequency of the enhancing 
allele at a given causal SNP?

• Answer. The enhancing allele 
will have a higher frequency 
of 0.01 in the population 
with the greater trait mean. James Crow, Ronald Fisher, and Motoo Kimura. 

Kimura proposed that most DNA-level 
evolution is the result of genetic drift.



GENETIC DRIFT AND 
NATURAL SELECTION

• The predominance of drift over 
selection—at a single common 
SNP of small effect, in the past 
evolution of continental 
populations within a species with a 
moderate Ne—does not 
mean selection is wholly ineffective.

• Analogy to statistical mechanics. 
Even though the behavior of one 
component is erratic, the aggregate 
can behave with undeviating 
regularity.

Artificial selection has transformed 
teosinte (left) into corn (right).



GENETIC DRIFT AND 
NATURAL SELECTION

• It does mean that polygenic 
adaptation in such a case leaves 
a signature that requires (1) 
great statistical power to be 
detected and (2) great care to 
be distinguished from artifacts 
of comparable magnitude.

• Such artifacts can include 
ascertainment bias and 
differences leading to 
stratification in the GWAS.

Artificial selection has transformed 
teosinte (left) into corn (right).



LECTURE ROADMAP
• Mutation and genetic drift: A forward-time view

• Mutation, genetic drift, and recombination: A 
backward-time view

• Natural selection and its interaction with genetic drift

• The impact of natural selection on patterns observed 
in GWAS



THE CONTRIBUTION TO HERITABILITY 
OF RARE AND COMMON VARIANTS

Earlier we saw that there are far more rare SNPs (p < 0.01, 
say) than common SNPs, as predicted by a 1/p distribution. But 
does this mean that most of h2 is attributable to rare SNPs?

No, not necessarily. If the trait is standardized, then h2 is given by

and already the factor p(1 − p) in each SNP’s contribution 
shows that the greater number of low-p SNPs is not decisive.

Notice also that the factor p(1 − p) means that we do not have 
to distinguish between derived and ancestral. So let us instead 
use minor allele frequency (MAF) ≔ min(p, 1 − p).

h2 ⇡
JX

j=1

2pj(1� pj)�
2
j ,
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THE CONTRIBUTION TO HERITABILITY 
OF RARE AND COMMON VARIANTS

If p follows the distribution 1/p, then MAF follows the 
distribution

1

p
+

1

1� p
=

1

p(1� p)
.
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Therefore the contribution to h2 of all SNPs with a given MAF 
is given by

(# of SNPs at that MAF)⇥ (average contribution to h2 of these SNPs)

/ 1

MAF(1�MAF)
⇥ 2MAF(1�MAF)E

�
�2
MAF
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THE CONTRIBUTION TO HERITABILITY 
OF RARE AND COMMON VARIANTS

Further suppose that the trait is neutral with respect to 
fitness. This means that all mutations, regardless of their effects 
on the trait, are equally like to drift upward to any given MAF.

Then when comparing the h2 contributed by SNPs at two 
different values of MAF, the factors representing effect size 
cancel each other. MAF bins of equal length thus make 
equal contributions to h2!

Let h2MAF be the heritability contributed by all SNPs at that 
MAF. Then, rather loosely, we can write

Z 0.01

0
h2
MAF dMAF =

Z 0.02

0.01
h2
MAF dMAF =

Z 0.03

0.02
h2
MAF dMAF = · · ·
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THE CONTRIBUTION TO HERITABILITY 
OF RARE AND COMMON VARIANTS

• The neutral prediction of each 
increment of equal 
length contributing equal h2 
is not empirically observed.

• In a recent GREML study, the 
MAF bin [0, 0.1) contributes 
more than twice as much as the 
neutral prediction.

• Implication. Mutations with a 
smaller effect are more likely 
to reach a higher MAF.

	 13	

 
Supplementary	Figure	9:	Estimate	of	the	cumulative	contribution	of	variants,	for	height	and	BMI,	from	GREML-LDMS	analysis.	
The	dotted	line	represents	the	expected	contribution	under	a	neutral	evolutionary	model.	The	deviation	from	this	dotted	line	
suggest	that	height	and	BMI	are	under	negative	selection.	

 
 

 
Supplementary	Figure	10:	GREML-LDMS	using	~20.9M	high	quality	variants	from	a	SVM	classifier	and	a	similar	number	of	
variants	randomly	selected,	with	similar	MAF	and	LD	properties.	(A)	Estimates	for	height	~0.71	–	~0.75	(SE	~0.08	-	~0.09)	
and	(B)	estimates	for	BMI	~0.44	(SE	~	0.09	-	~0.10).	

 

If the trait is neutral, then the data 
points should lie on the superimposed 

line (Wainschtein et al., 2019).



THE CONTRIBUTION TO HERITABILITY 
OF RARE AND COMMON VARIANTS
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The total h2 was 
estimated to be 
0.39 with SE of 
0.08 (Evans et 
al., 2018).



THE RELATIONSHIP BETWEEN ALLELE 
FREQUENCY AND EFFECT SIZE

The fact that common SNPs are a special subset of sites 
where a mutation has drifted to high frequency—against the 
resistance of natural selection—explains the negative 
correlation between allele frequency and effect size.

Kemper, Visscher, & Goddard 
(2012). Genetic architecture of 
body size in mammals. Genome 
Biology, 13, 244



THE RELATIONSHIP BETWEEN ALLELE 
FREQUENCY AND EFFECT SIZE

Drift becomes relatively less important as the effect of the 
allele increases. We can see that alleles of large effect are 
more or less deterministically pinned to low frequency.

Kemper, Visscher, & Goddard 
(2012). Genetic architecture of 
body size in mammals. Genome 
Biology, 13, 244



THE UBIQUITY OF NATURAL 
SELECTION

• What explains this apparently 
ubiquitous signature of natural 
selection? Note that it appears 
to be insensitive to sign; e.g., 
there are no common derived 
alleles of large effect on height, 
whether increasing or 
decreasing.

• Stabilizing selection favors 
the current mean; individuals 
with extreme values in either 
direction have lower fitness.

The 7’6” basketball player Yao Ming suffered 
from numerous foot and leg injuries.



THE UBIQUITY OF NATURAL 
SELECTION

• Stabilizing selection 
penalizes mutations of 
either sign, because it 
wants to drive out all 
genetic variation.

• Since most traits probably 
do have some optimal 
intermediate value, 
stabilizing selection is almost 
certainly a ubiquitous force.

The 7’6” basketball player Yao Ming suffered 
from numerous foot and leg injuries.



THE UBIQUITY OF NATURAL 
SELECTION

• Another source of ubiquitous 
selection is pleiotropy: a 
mutation with an effect on 
the focal trait will have mainly 
harmful side effects on 
other traits.

• As the effect on the focal 
trait increases, these harmful 
pleiotropic effects probably 
tend to increase as well.

Ronald Fisher’s “sphere” model, from
The Genetical Theory of Natural Selection.



THE NUMBER OF POTENTIAL 
CAUSAL SITES

• Conclusion. In order for traits to have 
moderate to high h2 in the face of 
natural selection to reduce it, the 
number of sites that could 
potentially affect a given trait must 
be large.

• How large? One geneticist has estimated 
as many as ten million.

• “[M]ost authors have ignored this 
conclusion perhaps because they 
regarded [it] to be too extreme to be 
realistic. The conclusion of this paper is 
that [it is] not extreme 
enough” (Goddard, 2013).

The quantitative geneticist
Michael Goddard.



CHECKLIST OF QUESTIONS
• What are mutation, genetic drift, recombination, and 

natural selection?

• Why are there more rare SNPs than common SNPs? 
What is the exact quantitative relationship under the 
simplest model of neutral evolution?

• What do nearby SNPs often show strong linkage 
disequilibrium and distant SNPs close to none?



CHECKLIST OF QUESTIONS
• Why do human populations differ in number of SNPs, allele 

frequencies of shared SNPs, and the typical extent of linkage 
disequilibrium?

• Under the simplest possible model of neutral evolution, how much 
do all of the SNPs in a given interval of minor allele frequency 
contribute to h2? What deviation from this prediction will occur 
under stabilizing selection or deleterious pleiotropy?

• What explains the relationship between a SNP’s allele frequency 
and its effect on a quantitative trait?



FURTHER READING: 
ELEMENTARY

• JF Crow (1986). Basic concepts in population, quantitative, 
and evolutionary genetics. New York, NY: Freeman

• JH Gillespie (2004). Populations genetics: A concise guide. 
(2nd ed.). Baltimore, MD: Johns Hopkins University Press

• DS Falconer, TFC Mackay (1996). Introduction to 
quantitative genetics (4th ed.). Harlow, UK: Pearson/
Prentice Hall



FURTHER READING: 
INTERMEDIATE

• JF Crow, M Kimura (1970). An introduction to population genetics theory. New 
York, NY: Harper

• JS Gale (1990). Theoretical population genetics. London, UK: Unwin Hyman

• J Wakeley (2009). Coalescent theory: An introduction. Greenwood Village, CO: 
Roberts

• S Rice (2004). Evolutionary theory: Mathematical and conceptual foundations. 
Sunderland, MA: Sinauer

• M Lynch, B Walsh (1998). Genetics and the analysis of quantitative traits. 
Sunderland, MA: Sinauer



FURTHER READING: 
ADVANCED

• T Nagylaki (1993). Introduction to theoretical population genetics. 
Berlin, Germany: Springer

• WJ Ewens (2004). Mathematical population genetics I. Theoretical 
introduction (2nd ed.). New York, NY: Springer

• R Bürger (2000). The mathematical theory of selection, 
recombination, and mutation. Chichester, UK: Wiley

• B Walsh, M Lynch (2018). Evolution and selection of quantitative 
traits. New York, NY: Oxford University Press



FURTHER READING: 
CLASSICS

• RA Fisher (1930). The genetical theory of natural selection. Oxford, UK: Oxford 
University Press

• JBS Haldane (1932). The causes of evolution. London, UK: Longman Greens

• S Wright (1968). Evolution and the genetics of populations. Chicago, IL: 
University of Chicago Press (4 volumes)

• G Málecot (1969). The mathematics of heredity. San Francisco, CA: Freeman 
(translated from the French 1948 edition)

• M Kimura (1983). The neutral theory of molecular evolution. New York, NY: 
Cambridge University Press


